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Discrete models in Statistical Physics
• Ising model (magnetism) 
 
 
 

• Lattice-gas interpretation 
 
 
 

• Goal:  
Calculation of thermal averages



A discrete model for epitaxy:  
solid-on-solid (SOS) model 

• Atoms are symbolized by little cubes placed on a lattice. 
• The growth surface has no voids, no “overhangs”. 
• Atoms move by discrete hops with rate Γ= exp(-E/kT). 
• The binding energy is determined by the # of neighbors n  

                                   E = ED + n EB

Γ

kink site



Stochastic sampling
• Calculating thermal averages in many-particles systems 

requires evaluation of high-dimensional integrals. 
• Choosing the sampling points in an (almost) random way 

is a good strategy, in particular in high dimensions ! 
• Even better: importance sampling -- density of sampling 

points proportional to local value of the integrand 
• Idea: create a stochastic process that achieves 

importance sampling.
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Metropolis Sampling
• Solution: Importance Sampling with  

• Generate random support points, distributed according to w(q) , i.e., out 
of total K points, ki =Kw(q) in the unit volume around qi 

• The expectation value of an observable is calculated as 

• The Metropolis algorithm generates, starting from q0 , successively a 
sequence of K configurations qi, distributed according to w(q). 

• Even though we don’t know Z’, this is possible, because it is just the  
correct relative probabilities that matter: 

– accept new config. qi+1 , if   

– else reject.                                                                             rnd ∈ [0,1[ 

• This assures that



Metropolis algorithm
arbitrary start
configuration

config. is modified → test config.

Etest < Ei ?

draw random x ∈[0,1[
exp( −(Etest − Ei)/kBT) > x?i → i+1

After “warm up” (i >1000), add the value 
of observable A in config. i+1 

to the cumulated average  
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 From MC to kMC:  
the N-fold way 



Classification of spins according to their 
neighborhood
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The N-fold way algorithm in MC

0

1

pointer steered by 
random number

• processes are chosen with a  
  probability proportional to 
  their rates  
• no discarded attempts  
   (in contrast to Metropolis)



Simulations of non-equilibrium processes: 
kinetic MC

• While being aware of all processes possible at an instant of time, we 
need a way of (randomly) selecting one process with the appropriate 
relative probability. 

• An internal clock keeps track of the advancement of physical time. 
– If the processes are clearly separated in time, i.e. processes are uncorrelated 

on the time scale during which the processes takes place, the waiting time for 
each individual process has Poissonian distribution.  
(K. A. Fichthorn and W.H. Weinberg, J. Chem. Phys. 95, 1090 (1991) ) 

• We need to update the list of all possible processes according to the 
new situation after the move.

• process-type list algorithm 
• binary-tree algorithm 
• time-ordered-list algorithm

Specific algorithms:



Application to a lattice-gas model
• example: lattice Lx x Ly 

• fool’s algorithm: first select one particle, then select 
one move of that particle 

• the correct solution: cumulated partial rates             
         , normalized to the total rate R=rN 

• selection process: draw a random number  ρ and 
compare it to all the rk/R sequentially; as soon as  ρ 
exceeds rk/R, execute process k 

• problem: we need to compare ρ to many  
(in the worst case all) of the rk/R 

• note: Selecting a process with the right probability 
requires that we can enumerate all N processes.
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Process-type-list algorithm

pointer steered by 
random number

idea:  
for p process types, we need to compare only to the p numbers N(k) Γ(k) , 
k=1,p, rather then to all rk/R (which are much more numerous)

0

1



flow chart for a kMC algorithm

determine all possible 
processes for a given  
configuration of your 
system and build a list

calculate total rate R= ∑k N(k) Γ(k)

ρ1, ρ2, ρ3 random numbers ∈ [0,1[

find class # k such that               
k                                      k-1                          
∑ N(j) Γ(j) ≥  ρ1 R  > ∑ N(j) Γ(j)          
j=0                                   j=0

execute process number   
int(ρ2 N(k))  from class  # k 

update clock        
t → t – ln(ρ3)/R

START

END

delete now obsolete 
processes from the 
process list



Self-learning kMC
• Idea: build up a database of rates on the fly  
• If a certain environment/certain process is missing in the database, 

spawn a calculation of the barrier for this process. 
• All environments on a lattice can be classified by the occupancy of 

neighbor shells.

O. Trushin, A. Karim, A, Kara, T. S. Rahman, Phys. Rev. B 72, 115401 (2005)

dictated by the rates. First, a process type is chosen accord-
ing to its probability pi=Ri /R, and then a particle is ran-
domly chosen from the set ni to perform this process.

The essential elements of the KMC method are thus the
processes i and their activation energy barriers !Ei whose
determination requires a knowledge of the interatomic inter-
action which may be obtained from first principles or from
model potentials. The validity of the method also hinges on
that of the transition state theory whose applicability and
limitations have been discussed in detail in a recent review.23

In this paper, all activation energies are determined using
interaction potentials based on the embedded-atom method
!EAM" as developed by Foiles et al.24 This is a semiempir-
ical, many-body interaction potential. Although the EAM po-
tentials neglect the large gradient in the charge densities near
the surface and use atomic charge density for solids, for the
six fcc metals Ag, Au, Cu, Ni, Pd, and Pt and their alloys, it
has done a successful job of reproducing many of the char-
acteristics of the bulk and the surface systems.24

To get back to the issue of the determination of diffusion
processes, their paths, and their activation energy barriers,
we should note that several interesting and appealing ap-
proaches have been proposed in the past few years. These
methods include the nudged elastic band !NEB" method,16

the step and slide method,25 eigenvector following,26 and
temperature-accelerated MD.27 Each of these methods has its
own computational demand and measure of accuracy whose
balance dictates the choice of the approach. For the studies
presented in this paper, we find the simple “drag” method to
be adequate, as we shall see. This is, of course, a rudimen-
tary method in which the moving entity is dragged in very
small steps toward the probable !aimed" final state. The
dragged atom is constrained in the direction toward the
aimed position while the other two degrees of freedom !per-
pendicular to this direction" and all degrees of freedom of the
rest of the atoms in the system are allowed to relax. The
other atoms are thus free to participate in the move, thereby
activating many-particle processes !in which neighbor ada-
toms start to follow the central leading atom". In connection
with the SLKMC method, the central atom is always dragged
toward one of its vacant fcc sites. A more general way to
map out the potential-energy surface is to use the grid
method which has been successful in finding nontrivial dif-
fusion paths and saddle points.28

C. Self-learning kinetic Monte Carlo method

As we have already mentioned, the limitation of the stan-
dard KMC method is its reliance on an ad hoc choice of
processes and hence lack of completeness. For these reasons
and also because of experimental observations of complex
and unforeseen processes, the predictive power of the KMC
method is in question. A rethinking of the way we perform
the KMC simulations has become a necessity. Simulations
with an a priori chosen catalog of processes need to be re-
placed by a continuous identification of possible processes as
the environment changes. For these innovations in the KMC
procedure, the local environment is the key issue and its
complexities need to be exploited. With this in mind we are

proposing a methodology in which the base ingredient is the
collection of local environments of undercoordinated atoms
found automatically during the simulations and labeled and
stored for subsequent usage in the simulation. As a concrete
example of our approach we have chosen the fcc!111" sur-
face which has a sixfold symmetry. For simplicity, we as-
sume that any process in this system will involve a central
!undercoordinated" atom and atoms in the next three shells as
illustrated in Fig. 1. The motif in Fig. 1 is to serve as a
“cookie cutter” and is placed on all active atoms in the sys-
tem to define their local environment. We further assume,
without loss of generality that any process may be described
in terms of the central atom moving to a neighboring va-
cancy accompanied by the motion of any other atom or at-
oms in the three surrounding shells. The labeling of the sur-
rounding atoms is done in binary and a base ten number is
then associated with the first-shell configuration. The same
procedure is followed for atoms in the second and third
shells. Hence, for an atom in the system to be active !i.e., the
central atom for a given process", it should have a vacancy in
its first shell !or an occupancy number less than 63 for the
cookie cutter", as illustrated in Fig. 1!b".

Once the atoms are classified as active and nonactive and
encrypted within the three-shell scheme, we proceed by de-
termining all possible processes associated with every active
atom. Next the determination of the activation energy and
prefactor is performed for all processes. Examples of how
processes are labeled and stored in the database are given in
Fig. 2. In this figure, full circles represent occupied sites and
open circles vacancy sites. Figure 2!a" illustrates the “diffu-
sion along a step” process where the central atom labeled 1
moves to the vacant site 2 along the step formed by atoms
numbered 30, 15, 6, 7, 19, and 37 in the cookie cutter. The
initial configuration for this process is recorded in base 10 as
!48,3968,261 120" in the database and shown with the base 2
label in the figure. The move in Fig. 2!a" is recorded as atom
1 going to position 2 !1,2" and the activation energy barrier
for the process in Fig. 2!a" is found to be 0.31 eV. Similarly,
for the multiatom process illustrated in Fig. 2!b", the initial
configuration in base 10 is recorded along with the sequence
of motion of atoms involved in the process, which in this
case is 1 going to 4, 6 to 1, and 15 to 5, which is recorded as
!1,4;6,1;15,5". This multiatom process was found during the

FIG. 1. !Color online" !a" The three-shell indexing around the
central atom labeled 1; !b" signature of a particular 2D cluster con-
figuration in base 2 and base 10.
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cedure. For example, with the drag method we were able to
achieve speedup of at least an order of magnitude in the CPU
time for the calculation of the energy barriers, as compared
to one in which we applied the spherical repulsion method30

to obtain the final states for a given initial state followed by
application of the NEB method for the calculation of the
activation energies.

As an illustration of the richness of the database that we
collect, we plot in Fig. 5 the energy distribution of about
5000 diffusion processes which have been accumulated dur-
ing a simulation containing several hundreds of millions of
Monte Carlo steps. Note from Fig. 5 that the distribution is
very wide, covering activation energies as small as a few
tens of a meV to about 1 eV. Unlike the highly energetically
corrugated surfaces like Cu!100",31 energy barriers cannot be
classified into groups. Note that in the calculations of the
energy barriers differences are introduced when the effect of
next nearest neighbors of the local environment is included
in the calculation, as we have done. Note also that the accu-
mulation of the database does not proceed uniformly with
time, as reflected in the inset of Fig. 6. The SLKMC simu-
lation starts, in this case, by accumulating about 400 differ-
ent processes during the very first MC step, after which the
database is “quasisaturated” for a certain period of CPU

time. This is followed by another phase of accumulation of
about 600 processes, and so on. It is clear from the slope in
Fig. 6 that when the simulation runs with a quasisaturated
database, the number of KMC steps per CPU time increases
dramatically. During a heavy buildup of the database, the
yield is about 80 KMC steps per second and can go up to
several thousands of KMC steps per second as the database
saturates. The onset of new events in the database after a
certain duration of simulation does raise the issue of mea-
sures that would assure that the database is complete. So far
we have found the database to saturate after runs of about
100–500!106 MC steps. Actually, for the systems under
study we have rarely found new processes to set in after
10!106 time steps.

One of the most important features of the method, as we
have seen, is its ability to treat many-particle processes, the
so-called concerted atomic motion. The recent version of the
code allows inclusion of simultaneous displacements for at-
oms up to the third shell. From our simulations of several
types of local environments !straight steps with kinks, com-
pact islands, fractal-like islands" we found that in some cases

TABLE I. Diffusion energy barriers for selected mechanisms as
shown in Fig. 4.

Process Drag method !eV" NEB method !eV" Ref. 31 !eV"

1a 0.68 0.66
2a 0.53 0.52
3a 0.65
4a 0.25 0.25
1b 0.60 0.59 0.59
2b 0.58 0.56 0.54
3b 0.68 0.67 0.67
4b 0.32 0.30 0.29

FIG. 4. Selected single-atom processes on the two types of steps
A !100 microfacetted" and B !111 microfacetted", on fcc!111" sur-
face. Process 1 is kink-detachment rounding, 2 is kink detachment
along step, 3 is adatom detachment from step, and 4 is adatom
diffusion along step. The labels a and b refer to steps A and B,
respectively.

FIG. 5. Distribution !percentage" of activation energies of stored
processes in the database during a SLKMC simulation.

FIG. 6. Variations in the number of KMC steps per CPU time
!i.e., performance" and the buildup of the databse as a function of
the number of KMC steps !inset".
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Time-ordered list algorithm
1. assign a random waiting time ti to each individual process  
2. sort all processes according to ascending waiting time (requires 

only log(N) comparisons)always select the first process and 
execute it 

3. advance the clock by t → t + ti 

4. Update the list and return to 1. 
• This algorithm requires many exponentially distributed random 

numbers; thus it’s advisable to use specially a designed random 
number generator. 

• The algorithm allows for inclusion of other events that do not 
originate from the lattice.

B. Lehner, M. Hohage  & P. Zeppenfeld, Chem. Phys. Lett. 336, 123 (2001)



superbasin algorithm
• If “fast” hops occur, consolidate them into a superbasin 
• several exits with analytically calculated partial probabilities 
• various models for exit time distributions available 
• superbasins can be created or dismantled "on the fly"

164104-6 K. A. Fichthorn and Y. Lin J. Chem. Phys. 138, 164104 (2013)
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FIG. 5. Trajectories for 100 MCS on the PES in Fig. 4 with kBT = 0.04,
n = 3, and tmin = (2.0r34)−1 for a conventional KMC simulation (a) and for
a LSKMC simulation with Emin = 0.5 eV (b).

For Emin = 0.5 eV, the algorithm detects superbasin states
and we performed 10 runs for 100 MCS in each of the two
modes discussed above. In both modes, the system explores
many different superbasins, as indicated by the trajectory in
Fig. 5(b), and it can probe significantly longer times than a
conventional KMC algorithm. When we use the mean rate
given by Eq. (12) as the superbasin exit rate, along with the
associated exit-rate probabilities in Eq. (13), we find a mean
superbasin exit time of ⟨texit⟩ = 2.5 × 10−4 s—independent
of p⃗0. We note that ⟨texit⟩ = texit,∞ = 1/r∞, where we obtain
r∞ from Eq. (15). Thus, a steady state has been achieved in
the superbasin on the exit-time scale. The average time that
can be covered in 100 MCS is 2.15 ± 0.02 s. Overall, com-
paring the LSKMC time to the time that can be achieved in a
conventional KMC simulation for the same number of MCS,
we see that LSKMC is over 5000 times faster than conven-
tional KMC.

The method of solving the Master equation, Eq. (4) is
computationally more intensive than the mean-rate method,
as it involves trial-and-error solution of the matrix exponen-
tial in Eq. (6) to find an appropriate exit time. We used the
branch-and-bound scheme suggested by Puchala et al.30 to se-
lect an appropriate exit time. Basically, this involves selecting
an initial guess tguess for the exit time (we used tguess = ⟨texit⟩),
as well as guesses for the minimum and maximum exit times,
tmin and tmax, respectively. We generate a random number rand
ϵ (0,1] and calculate the total probability that the system is
an absorbing state at time tguess, P a(tguess), using Eq. (6). If
P a(tguess) < rand, then tmin = tguess, otherwise tmax = tguess.
We generate a new tguess from tguess = (tmin + tmax)/2, calcu-
late P a(tguess), and the algorithm repeats until

10−5 >
tmax − tmin

(tmin + tmax)/2
. (19)

After selecting an exit time texit, we can directly in-
crement the simulation time using texit, since simultaneous
occupancy of superbasin and non-superbasin states does not
occur in this case. We can also increment time using an expo-
nential distribution based on Eq. (9). Since a steady state has
been established in the superbasin, Eq. (9) yielded an exit rate
equal to the reciprocal of the mean exit time in Eq. (12) for all
the exit times we selected in this example. Thus, this second
method is directly equivalent to the mean-rate method. Using
the first method, the average time that can be covered in 100
MCS is 2.16 ± 0.02 s, and with the second method, the av-
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FIG. 6. The probability Pt(t) that the system remains in a superbasin at time
t given that it was there at t = 0 for the superbasin in Example 1. Pt(t) is
calculated using P t (t) =

!
i pt

i (t), where we obtain pt
i (t) from Eq. (6) (line)

and using Eq. (20), where we obtain ⟨texit⟩ from Eq. (12) (symbols).

erage time that can be covered in 100 MCS is 2.15 ± 0.02
s—both are in good agreement with the mean-rate method.

To establish the accuracy of the LSKMC method, we
also compared it directly to conventional KMC simulations
by calculating the time to achieve 100 superbasin escapes. In
10 conventional KMC simulation runs, the average time to
achieve 100 superbasin escapes was 0.024 ± 0.002 s, which
required 6100 ± 600 MCS. For LSKMC, this time was 0.024
± 0.002 s—in excellent agreement with conventional KMC—
although only 1.15 ± 0.05 MCS were required.

For this example, we can also establish that the exit-time
distribution is exponential with a mean rate of 1/⟨texit⟩. For
an exponential exit-time distribution, the probability that the
system still resides in a superbasin at time t given that it was
there at t = 0 is given by39, 40

P t (t) = exp(−t/⟨texit⟩), (20)

where P t (t) =
!

i p
t
i (t) is the total probability that the sys-

tem resides in a transient state at t. In Fig. 6, we plot Pt(t) ob-
tained from the solution of Eq. (6) along with Pt(t) obtained
from Eq. (20), where we obtained ⟨texit⟩ from Eq. (12). It can
be seen that the two quantities are in excellent agreement for
all times, indicating that the superbasin exit-time distribution
is exponential with a mean given by Eq. (12). Thus, use of the
mean-rate method is preferred to the computationally expen-
sive exit-time distribution method for this example.

B. Example 2: One-dimensional double superbasin

For our second example, we consider motion on the
one-dimensional, periodic potential shown in Fig. 7. Mo-
tion on this PES is characterized by rates of the form rij

= ν0exp (− Eij/kBT) with ν0 = 1012 s−1 and the Eij that can be
inferred from Fig. 7. In a conventional KMC simulation, the
system would enter the superbasin defined by transient states
21–25, for example, and cycle many times between them be-
fore exiting to the rest of phase space. In our LSKMC algo-
rithm with kBT = 0.03 eV and n = 50, a superbasin search is
initiated for tmin ≥ r−1

12 .
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For Emin = 0.5 eV, the algorithm detects superbasin states
and we performed 10 runs for 100 MCS in each of the two
modes discussed above. In both modes, the system explores
many different superbasins, as indicated by the trajectory in
Fig. 5(b), and it can probe significantly longer times than a
conventional KMC algorithm. When we use the mean rate
given by Eq. (12) as the superbasin exit rate, along with the
associated exit-rate probabilities in Eq. (13), we find a mean
superbasin exit time of ⟨texit⟩ = 2.5 × 10−4 s—independent
of p⃗0. We note that ⟨texit⟩ = texit,∞ = 1/r∞, where we obtain
r∞ from Eq. (15). Thus, a steady state has been achieved in
the superbasin on the exit-time scale. The average time that
can be covered in 100 MCS is 2.15 ± 0.02 s. Overall, com-
paring the LSKMC time to the time that can be achieved in a
conventional KMC simulation for the same number of MCS,
we see that LSKMC is over 5000 times faster than conven-
tional KMC.

The method of solving the Master equation, Eq. (4) is
computationally more intensive than the mean-rate method,
as it involves trial-and-error solution of the matrix exponen-
tial in Eq. (6) to find an appropriate exit time. We used the
branch-and-bound scheme suggested by Puchala et al.30 to se-
lect an appropriate exit time. Basically, this involves selecting
an initial guess tguess for the exit time (we used tguess = ⟨texit⟩),
as well as guesses for the minimum and maximum exit times,
tmin and tmax, respectively. We generate a random number rand
ϵ (0,1] and calculate the total probability that the system is
an absorbing state at time tguess, P a(tguess), using Eq. (6). If
P a(tguess) < rand, then tmin = tguess, otherwise tmax = tguess.
We generate a new tguess from tguess = (tmin + tmax)/2, calcu-
late P a(tguess), and the algorithm repeats until

10−5 >
tmax − tmin

(tmin + tmax)/2
. (19)

After selecting an exit time texit, we can directly in-
crement the simulation time using texit, since simultaneous
occupancy of superbasin and non-superbasin states does not
occur in this case. We can also increment time using an expo-
nential distribution based on Eq. (9). Since a steady state has
been established in the superbasin, Eq. (9) yielded an exit rate
equal to the reciprocal of the mean exit time in Eq. (12) for all
the exit times we selected in this example. Thus, this second
method is directly equivalent to the mean-rate method. Using
the first method, the average time that can be covered in 100
MCS is 2.16 ± 0.02 s, and with the second method, the av-
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erage time that can be covered in 100 MCS is 2.15 ± 0.02
s—both are in good agreement with the mean-rate method.

To establish the accuracy of the LSKMC method, we
also compared it directly to conventional KMC simulations
by calculating the time to achieve 100 superbasin escapes. In
10 conventional KMC simulation runs, the average time to
achieve 100 superbasin escapes was 0.024 ± 0.002 s, which
required 6100 ± 600 MCS. For LSKMC, this time was 0.024
± 0.002 s—in excellent agreement with conventional KMC—
although only 1.15 ± 0.05 MCS were required.

For this example, we can also establish that the exit-time
distribution is exponential with a mean rate of 1/⟨texit⟩. For
an exponential exit-time distribution, the probability that the
system still resides in a superbasin at time t given that it was
there at t = 0 is given by39, 40

P t (t) = exp(−t/⟨texit⟩), (20)

where P t (t) =
!

i p
t
i (t) is the total probability that the sys-

tem resides in a transient state at t. In Fig. 6, we plot Pt(t) ob-
tained from the solution of Eq. (6) along with Pt(t) obtained
from Eq. (20), where we obtained ⟨texit⟩ from Eq. (12). It can
be seen that the two quantities are in excellent agreement for
all times, indicating that the superbasin exit-time distribution
is exponential with a mean given by Eq. (12). Thus, use of the
mean-rate method is preferred to the computationally expen-
sive exit-time distribution method for this example.

B. Example 2: One-dimensional double superbasin

For our second example, we consider motion on the
one-dimensional, periodic potential shown in Fig. 7. Mo-
tion on this PES is characterized by rates of the form rij

= ν0exp (− Eij/kBT) with ν0 = 1012 s−1 and the Eij that can be
inferred from Fig. 7. In a conventional KMC simulation, the
system would enter the superbasin defined by transient states
21–25, for example, and cycle many times between them be-
fore exiting to the rest of phase space. In our LSKMC algo-
rithm with kBT = 0.03 eV and n = 50, a superbasin search is
initiated for tmin ≥ r−1

12 .
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the distribution of superbasin exit times is exponential with
an average exit time texit,∞ = 1/r∞. We will demonstrate that
this is the case for some of the examples below.

If we choose from an exponential distribution of exit
times, a superbasin exit becomes analogous to a single-state
move within a conventional KMC simulation and we proceed
to step 1 in Fig. 1. Now, we select a move from among both
superbasin and non-superbasin (gray background moves in
Fig. 2) moves with a probability based on the exit rate, as
given by Eq. (1). The exit rate rexit is given by Eq. (9), where
the exit time can either be chosen from a distribution of exit
times or it can be ⟨texit⟩. Unlike a conventional KMC move, if
we select a superbasin move, we then choose a particular exit
using either Eq. (7) or Eq. (13). If a move occurs that influ-
ences any of the superbasin states (i.e., a move into or out of
the superbasin or a move which, through interactions, influ-
ences superbasin moves), then we dismantle the superbasin
(step 6 in Fig. 1), so that its states become non-superbasin
states, and the algorithm continues.

III. EXAMPLES OF ALGORITHM

Below, we present a series of examples designed to illus-
trate various aspects of our algorithm.

A. Example 1: One-dimensional superbasin

To illustrate our methods, we consider motion on the one-
dimensional, periodic potential shown in Fig. 4. Motion on
this potential-energy surface (PES) is characterized by rates of
the form rij = ν0exp (− Eij/kBT) with ν0 = 1012 s−1 and the Eij

that can be inferred from Fig. 4—for example, E23 = 0.4 eV
from Fig. 4. When the system enters states 5 or 7 on this po-
tential, for example, the transition to state 6 is considerably
faster than the transitions to states 4 or 8 at many temperatures
of interest. Thus, in a conventional KMC simulation, the sys-
tem would cycle many times between states 5, 6, and 7, before
exiting to the rest of phase space. In our algorithm with kBT
= 0.04 eV and n = 3, if we use tmin < (5.85r34)−1, a su-

FIG. 4. One-dimensional, periodic potential for Example 1. For 0.4
< Emin < 0.8 eV, the algorithm detects states 4–8 (and similar) as super-
basin states. For a superbasin in which states 4 and 8 are absorbing states and
states 5, 6, and 7 are transient states, we indicate a possible re-numbering of
the states.

perbasin search is never initiated because the average time
step is never this small—even if the system resides in a su-
perbasin. In this case, the algorithm runs as a conventional
KMC simulation. For (5.85r34)−1 < tmin ≤ (1.99r34)−1, we
typically only initiate a superbasin search if the system falls
into states 5–7, 12–14, etc., and if we use tmin > (1.99r34)−1,
some of the superbasin searches are initiated when the system
resides outside of superbasin states. We note that superbasins
are found for all tmin > (5.85r34)−1—however, if tmin becomes
too large then some of the searches are unfruitful and the al-
gorithm loses efficiency.

When the algorithm engages in a local superbasin search,
the value of Emin determines the outcome of the search. For
our example with tmin = (2.0r34)−1, superbasin searches tend
to be initiated when the system resides in superbasin states.
If Emin ≥ 0.8 eV (see Fig. 4), the algorithm attempts to de-
fine the entire phase space as a superbasin state and if Emin

≤ 0.4 eV, a superbasin cannot be identified because none
of the transition-state energies of the individual processes is
this small. However, for 0.8 eV > Emin > 0.4 eV, we iden-
tify states 4–8 as superbasin states (also states 11–15, etc.):
States 4 and 8 are absorbing states and states 5, 6, and 7 are
transient states. To construct the relevant matrices, it is use-
ful to re-number these states so that the absorbing states are
first, followed by the transient states. One such renumbering
is shown in Fig. 4 and this leads to the matrices

A =

⎛

⎜⎜⎜⎜⎜⎝

0 0 −r31 0 0
0 0 0 0 −r52

0 0 r31 + r34 −r43 0
0 0 −r34 r43 + r45 −r54

0 0 0 −r45 r54 + r52

⎞

⎟⎟⎟⎟⎟⎠
, (16)

T =

⎛

⎜⎝
0 r34τ3 0

r43τ4 0 r45τ4

0 r54τ5 0

⎞

⎟⎠ , (17)

where τ 3 = (r31 + r34)−1, τ 4 = (r43 + r45)−1, and τ 5 = (r54

+ r52)−1, and

R =

⎛

⎜⎝
r31τ3 0

0 0
0 r52τ5

⎞

⎟⎠ . (18)

We take the initial occupancy of the superbasin p⃗0 as the oc-
cupancy it has at the point where it is identified.

We ran our LSKMC algorithm on a lattice containing
N = 700 sites for 100 Monte Carlo steps (MCS), where 1
MCS = N moves, using kBT = 0.04 and tmin = (2.0r34)−1.
For Emin ≤ 0.4 eV, the algorithm runs as a conventional KMC
code, in which the system rapidly enters transient superbasin
states (identical to states 5–7 in Fig. 4). As shown in Fig. 5(a),
the system spends the vast majority of the run cycling between
transient superbasin states. The system begins in states 349–
351 and, after two brief exits and returns to these states, exits,
and becomes trapped in transient superbasin states 342–344.
The times that can be reached in these simulations are around
4.0 × 10−4 s.
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conventional kMC with superbasins

example:  
1D potential

K. Fichthorn  & 
Y. Lin, J. Chem. 
Phys. 138, 
164104 (2013)



 From molecular 
dynamics to kinetic 

Monte Carlo 



Moves on a lattice simplify the simulation 

rate theory lattice approximationEb

Conceptually, the system must be divided into the motion 
along the reaction coordinate and a “heat bath”.



Transition State Theory (1-dim)
• Kramer's rate theory  
 
 
 
γ: friction due to coupling to the heat bath 

• high-friction limit  
 
 

• ‘medium’ friction  → transition state theory
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P. Hänggi, P. Talkner & M. Borkovec, 
Rev. Mod. Phys. 62, 251 (1990)
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From the PES to rate constants Γ  
(multi-dimensional)

(harmonic &  
classical  

approximation)
Γ = kT/h  ZTS/Zi =                      = ΠN ν k,i /Π N-1 ν k,TS    exp(–ΔE/kT)

idea: 
associate minima with the 
nodes, hops with the 
interconnects in a  network 

hopping rates derived from the 
PES 
E(xi,yi) = min Etot(xi, yi, zi, cα)

zi, cα
 



Temperature-accelerated dynamics (TAD)
Event is observed at Thigh, but 
its rate is extrapolated to Tlow 
(using the TST rate law).

M.R. Sørensen and A.F. Voter, J. Chem. Phys. 112, 9599 (2000)



TAD: Collective processes

F. Montalenti, M.R. Sørensen and A.F. Voter, 
Phys. Rev. Lett. 87, 126101 (2001)



Los Alamos

processor 2

processor 3

tstop

= current thigh

Speculative Transition Acceptance

X
tstop

Å

tstoptstop

processor 5

processor 1

processor 4

“Speculative" TAD

R.J. Zamora, B.P. Uberuaga, D. Perez, A.F. Voter,  
Ann. Rev. Chem. Biomol. Eng. 7 (2016)

If you have many processor cores available,  
• spawn a new TAD sub-simulation as soon as a transition is seen 
• use the retro-diction from Thigh to Tlow to assign a time when to 

expect this event 
• branching continues  

until/unless it has  
become clear that  
this transition is not  
the one to be  
accepted (at Tlow).

A way to use computational parallelism in kinetic simulations ..



Example: Vapor-phase epitaxy of Cu on 
Ag(100)

Los Alamos

Cu/Ag(100), T=77K, 0.04 ML/s,      128 cores

It took ~1 year to grow 1.5 ML with serial TAD  
[Sprague et al, Phys. Rev. B 66, 205415 (2002)]

SpecTAD example – vapor deposition

It took ~1 year to grow 1.5 ML with serial TAD.  
(Sprague et al, Phys. Rev. B 66, 205415 (2002) ) 



Application I: 
 

Molecular beam epitaxy on 
GaAs(001) β2(2x4)



  1)  adsorption of As2 
  2)  dissociation of As2  
  3)  diffusion of As 
  4)  desorption of As2

5)  adsorption of Ga  
6)  diffusion of Ga  
7)  desorption of Ga 

Molecular beam epitaxy of  III-V  
semiconductors

8)  island nucleation 
9)  growth

As2 flux

GaAs substrate

Ga flux

Processes:

What is the interplay of these processes for a 
given temperature and flux ?

surface



Rates from first-principles calculations

transition state

final stateinitial state

Γ(k) = W(f,i) = Γ(fi)
0 exp( – (E(fi)

TS–Ei)/kT )

E(fi)
TS

Ei

Ef



Surface diffusion on GaAs(001): mapping 
of PES to network graph

PES from DFT calculations       →                network of hops

110

_ 
110

barriers minima



kMC with explicit list of process types

possible hops 
in the trench...

.. modified rates  
due to neighbors.

• simulation on a lattice 
• group possible transitions Γ(f,i) 

from i to f into classes, each class 
is characterized by a rate 

• classification of initial and final 
state by ‘atomic neighborhoods’ 
e.g., the number and relative 
position of neighbors define a 
process type

DFT-based kMC:Voter’s lattice kMC:

A.F. Voter PRB 34, 
6819 (1986)



kinetic Monte Carlo simulations for GaAs 
epitaxy

• 32 microscopically 
different Ga diffusion 
processes, and As2 
adsorption/desorption 
are  included explicitly 

• computational 
challenge: widely 
different time scales 
(10–12 sec to 10 sec) 

• simulation cell   
160 x 320 sites  
(64 nm x 128 nm) 



1/60 of the full simulation cell 
As2 pressure = 0.85 x 10–8 bar  
Ga deposition rate = 0.1 ML/s 
T = 700 K

Ga 
As

side 
view

top 
view

kinetics of island nucleation and growth



island density

deposition rate  
0.1 ML Ga per second, III/V 
ratio 1:1000, T=700K



scaling with temperature ?

‘conventional’ 
nucleation theory 
Nis = η (R/D) i*/(i*+2) 

Nis    island density 
D     diffusion constant 
R     deposition flux 
η     numerical const. 
i*     critical nucleus 

experiment:  G.R. Bell et al., 
                     Surf. Sci. 423, L280 (1999)

simulation:  P. Kratzer and M. Scheffler , 
        Phys. Rev. Lett. 88, 036102 (2002)



Application II: 
 

kinetics of sintering



Sintering in materials synthesis
• For thermodynamics reasons, some materials (e.g. alloys) cannot be 

grown from solution 
• polycrystalline samples may be obtained by synthesising small particles 

and compaction, followed by a temperature and/or heat treatment 
• large crystals grow on the expense of smaller ones and may enforce re-

orientation of neighbouring crystallites

in: Behavior of Granular Media
eds. P. Walzel. S. Linz, C. Krülle, R. Grochowski (Shaker Verlag, Aachen, 2006)

Figure 14: Size distributions (top) and electron microscope
image (bottom) of CIP

2.3.3 Results

In the following part, experimental data obtained
with CIP will be shown. Three batches of spheri-
cal primary particles of about 2µm, 4µm and 6µm
diameter with narrow size distributions (Fig. 14)
are used. Using CIP allows us to make the agree-
ment between the experimental and the simulated
set-up as good as possible: In both systems, the
behavior of highly rigid spherical particles is inves-
tigated.
Figures 15 and 16 show experimentally obtained
compaction plots for the 2µm, 4µm and 6µm pow-
ders (to be more precise: having a size distribu-
tion median of 1.94µm, 4.02µm and 5.43µm, re-
spectively). The results shown in Fig. 15 were
obtained using the TBT. For each powder, the
tests were repeated several times, varying the pre-
compaction history. Due to technical restrictions
of the TBT, the compaction had to be stopped
at about 30 kPa. In order to obtain compaction
plots for higher compaction stress levels, the three
powders were compacted using the uniaxial com-
paction tester (Fig. 16). The repetition of the tests
shows that the plots are not exactly reproducible,

Figure 15: Experimentally obtained compaction plots (void
ratio E as a function of compaction pressure) for 2µm
(squares), 4µm (circles) and 6µm (triangles) sized CIPs,
obtained with the TBT. Symbols are merely to facilitate
distinguishing the curves.

but show preparation reminiscences, which merely
boil down to an o↵set in E at high pressures.
Therefore, we first restrict ourselves to evaluating
the derivative of the void ratio E with respect to
the pressure, which brings the curves within each
array to a collapse (at higher pressures). Multi-
plying this derivative by the distribution’s median
x

50

(corresponding to 2r) yields a collapse of ac-
ceptable quality (for higher pressures) as shown in
figures 17 and 18.

2.4 Simulation and Theory

2.4.1 Introduction

Based on the experimental results presented in
the previous sections we derive a theory of com-
paction here, using dimensional analysis, mass and
momentum conservation as well as contact dy-
namics simulations for two- and three-dimensional

Figure 16: Corresponding compaction plots obtained by
means of the uniaxial compaction tester.

8

Carbonyl iron 
powder (electron 
microscopy image)



Hybrid simulation
• particles treated as rigid bodies, using molecular dynamics with few 

collective variable 
• contact dynamics  

for touching particles 
• surface diffusion  

and growth treated  
by self-learning kMC

L. Brendel & D.E. Wolf, 
University Duisburg-Essen



Summary: Bridging the time-scale gap
• molecular dynamics  

(Car-Parrinello method) 
• accelerated molecular dynamics 

– using a boost potential (Voter, Fichthorn,
…) 

– temperature-accelerated MD  
(Montalenti et al. PRL 87, 126101 (2001) ) 

• kinetic Monte Carlo with transition 
state search on the fly (avoids both  
lattice approximation and pre-defined 
rate table) 

• lattice kinetic Monte Carlo, N -fold way 
(Voter, PRB 34, 6819 (1986) )

MD acc 
MD

kMC 
‘on the fly’

lattice  
kMC

… more and more schematic, 
risk of oversimplification

computational effort



“Keep things as simple as possible, 
but not simpler ..”

Thank you for your 
attention ! 

Summary: arXiv:0904.2556



Parallelization of kMC
semi-rigorous synchronous sublattice algorithm  
[Y. Shim and J.G. Amar, PRB 71, 115436 (2005)]

A B
C D

A-B-C-D-A-B-C-D- …

one  
processor


