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Background 

This section gives the physical and mathematical background again (with 
equations) that you heard at the start of the tutorial. You can read it, of course, 
but you may want to just skip ahead to “The present tutorial” and begin 
immediately with the actual exercises. 

Multiscale modeling 

High-throughput electronic-structure calculations are becoming increasingly 
popular in materials science for the design of new compounds. Typically, first-
principles simulations such as (generalized) Kohn-Sham density functional theory 
(DFT) are used. These constitute a powerful tool that is commonly used to 
calculate properties of a molecular or bulk materials, such as stabilities or 
electronic properties (e.g., bandgaps, excited states), and has been used to 
accurately predict new compounds for specific applications. However, the 
computational time of these methods typically scales as N3 – N4, where N is the 
system size. Therefore, the application of these methods is limited in many ways, 
such as the size of system that can be modeled and the conditions at which the 
calculations are performed are often not directly related to experimental 
conditions.  

In crystalline materials, we assume there are an infinite number of atoms; 
however, because of the high degree of symmetry present in bulk systems, we can 
represent the periodic structure as unit cell that can be translated in all directions to 
recover the bulk crystal. Throughout this workshop, periodic boundary conditions 
have been used to improve the efficiency of the calculations for crystalline 
systems. Another example of this is Bloch’s theorem, which has long been applied 
to solve many-body problems for the solid state.  

Alternative approaches used to reduce or overcome the complexity of modeling 
(crystalline) materials are, for example, the tight-binding and classical potential-
based methods. The goal of these methods is to reduce the overall degrees of 
freedom of the systems that are being modeled through empirical or tuned 
parameters instead of solving for the quantum mechanical (QM) behavior of 
electrons. In doing so, we can then simplify the calculations to focus on the most 
important parameters. 

 

  



Modeling Alloys by Lattice-site Occupations 

In many materials, there are various phases defined by an underlying spatial lattice 
(e.g., bcc, fcc for many metal alloys). The stability of these various phases is 
determined by the relative energy of the specific arrangement of the individual 
atoms on a given lattice type and can change with concentration.  

This tutorial will focus on the cluster expansion method,[1] which has been used 
for nearly 30 years to study the mixing of two (or more) atoms for a given lattice 
symmetry by changing the concentration of different atom types and efficiently 
computing the relative energy, typically with the accuracy of performing a DFT 
calculation.  

In the cluster expansion method, because the underlying spatial lattice type 
remains largely constant around the original positions of the nuclear coordinates 
(𝑹𝟏,… ,𝑹𝑴), we can focus on what happens to the total energy (or relative energy) 
if we replace some atoms of a given species with another atom species for the set 
of known atomic positions in the crystal. In this case, the energy (𝐸) becomes a 
simple function of the occupation of these sites by the different chemical species 
(Z): 

	   𝐸 𝑹𝟏,… ,𝑹𝑴 ⟶   𝐸!"#$ 𝑍!,… ,𝑍! 	   Eq. 1 

In other words, we represent this problem with a configuration vector that gives 
the unique occupation of the atomic species (Z) in specific lattice sites (1, …, M). 
As we will see, this leads to a drastic reduction in the number of degrees of 
freedom of the problem. Focusing on a simple binary alloy example with only two 
atom species, A and B, the occupation of each site is represented by spin-like 
variables 𝜎!, where 𝜎! =   +1 if site 1 is occupied by atom A, and 𝜎! = −1 if site 1 
is occupied by atom B. The distinct configurations can be represented with a 
vector of M values of +1 or −1 assigned to each lattice site (Fig. 1):   

	   𝝈   ≡ 𝜎!,… ,𝜎! 	   Eq. 2 

	  
Thus, the energy of each configuration can then be represented based on this 
vector: 

	   𝐸 ≡   𝐸 𝜎!,… ,𝜎! 	   Eq. 3 

 

  



As an example, considering an fcc parent cell (i.e., M = 4), there are 24 total ways 
of placing two atoms types in  four lattice sites. Four configurations are shown in 
Figure 1 as an example and labeled based on the assignment of the spin-like 
variable to each distinct site in Figure 1. 

 

 

Figure 1. Four configurations for the fcc lattice with 4 substitutional atoms in 
the units labeled based on the spin-like variables +1 and -1. 

 

The Cluster Expansion Model for Determining Properties of 
Alloys  

Modeling the properties of different structures based on various atomic 
decorations for a fixed lattice has a long history, most famously addressed by Ising 
for the case of a spin system. For the spin-Ising model, a spin variable is assigned 
to each lattice site to model the magnetic energy. In a similar spirit, the key insight 
for rapid calculations of crystalline systems based on the cluster expansion 
approach to represent the state of the system with the configuration vector 𝝈, 
which contains all of the spin-like variables assigned to the fixed set of lattice 
sites. We can then model the energy of the configuration, 𝐸 𝝈 , (or some other 
property) as a function of 𝝈.  

In order to compute 𝐸 𝝈  for all possible configurations 𝝈, first a basis set of is 
needed to describe the different types of interactions such as pair interactions, 
triplet and quadruplet interactions, etc. present in the system. This basis is formed 
from “clusters” (𝛼) consisting of particular combination of lattice sites 𝛼 =
(𝑖, 𝑗, 𝑘,… ), such as pairs, triples, quadruplets, etc. In principle, the model could 
include all possible types of 𝛼 that can be formed in the lattice: all inequivalent 
pairs, triples, quadruplets, quintuplets, etc., up to (unfortunately) the M-body 
interaction including the entire lattice. However, the complete basis is not useful in 
a practical sense. Therefore, the truncation of the basis becomes an essential aspect 
of the cluster expansion. Fortunately, usually the cluster expansion model 
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converges rapidly, with only keeping a relatively few number of terms (e.g., pair 
and triplet interactions). 

In terms of this basis, the energy per lattice site (rather than the total energy), can 
be expanded as: 

	   𝐸 𝝈 =   𝐸!" 𝝈 = 𝑚!𝐽!Π!(𝝈)
!

	  
Eq. 4 

 
1.  𝐽!  denotes the “effective interaction strength” (in units of energy, e.g., eV or 

eV/atom) associated with a cluster 𝛼. (Finding these unknown coefficients in 
our expansion is the primary object of this tutorial.)  

2. The sum runs over all possible inequivalent clusters (𝛼). Examples of simple 
“inequivalent” clusters on a square lattice are shown in Figure 3.  

3. Π!(𝝈) is the so-called correlation matrix. The values of the correlation matrix 
are obtained by spin-products and are related to the probability of finding the 
cluster or “pattern” 𝛼 in the configuration 𝝈. They can be calculated in the 
following manner: 

	  
Π! 𝝈 =

1
𝑁!𝑚!

𝜎!
!∈!!≡!

	  
 

Eq. 5 

 
Where 𝑁!  is the number of parent cells (e.g., supercell) needed to form the 
configuration 𝝈 , i.e., the ratio between the total number of atoms in the 
configuration 𝝈 and the number of atoms in the parent cell. 𝑚! is the multiplicity 
of the cluster 𝛼 that is obtained by applying all point symmetries of the parent cell. 
The sum runs over all 𝑁!𝑚! clusters 𝛽 obtained by applying the point symmetry 
operations of the parent cell plus translations. Finally, the product runs over all 
lattice sites in cluster 𝛽, i.e., 1 for one-point clusters and 2 for two-point clusters. 
The values of Π are between −1 and +1. The bar over the Π reminds us that the 
quantity is an average over lattice sites and rotated/translated clusters on each of 
those sites. 

The configuration representation seems, at first glance, to be tied to fixed atoms 
positions. However, as long as there is a unique correspondence between the sites 
of a hypothetical, fixed lattice and the actual relaxed structure of a given 
configuration (or the average of thermal positions), then atomic relaxations can be 
fully accounted in the cluster expansion technique. We will come back to this 
issue below. 



 

Summary of important variables in cluster expansion: 
M =  is the number of atomic sites in the parent (e.g. unit) cell 
𝝈 = configuration or structures 
𝑁! = number of  configurations or structures 
𝛼 = symmetrically distinct clusters 
𝑱𝜶 = effective cluster interaction 
Π! = Correlation matrix 
𝐸 𝝈  = energy of configuration  𝝈 
 
 
The interesting thing about Eq. 4 is that it is exact in the sense that there are 
exactly as many possible configurations 𝝈 as there are possible clusters (𝛼), on 
any given lattice. (In other words, there are as many basis functions in our 
expansion as there are possible configurations.) As long as we do not limit the sum 
over figures in any way, we have an exact expression.  
 
In practice, we take advantage of the idea that interactions are negligible beyond a 
certain distance, and therefore the relevant figures in the sum must be limited. We 
should thus get a very accurate approximation to the true 𝐸 𝝈  for any 
configuration 𝝈 even when truncating the sum to only a few relevant figures. The 
aim of a good cluster expansion code is to find the relevant clusters in a robust 
way. 
 
In this tutorial, the predicted property is the energy of different structures 
computed at the DFT level of theory (𝐸!). The set of clusters (𝛼), or relevant 
interactions can be found in at least to different ways: 1) trial and error or 2) 
compressed sensing for basis set selection. 
 
The trail and error approach first proposes different sets of clusters following 
certain criteria (e.g. sets of clusters with increasing size or number of sites) and for 
every set finds the cluster interactions 𝐽 giving the smallest fitting error determined 
by the mean-squared error (MSE). We can minimize the difference between each 
value in the DFT-computed energies and the predicted energies using our model: 
 

𝑀𝑆𝐸! =     
1
𝑁!

(𝐸! −   𝐸!)!
!

	  
Eq. 6 

It should be clear here that the number (𝑁!) of energies calculated (E!) of 
structure 𝜎 must be enough to perform a reliable fit and the number of clusters and 
corresponding 𝐽 values must also be chosen appropriately to reproduce physically 



sensible energies. The 𝑀𝑆𝐸 typically comes from the truncation	  of	  the	  number	  of	  
clusters	  or	  the accuracy of the computed energies used in the fit. 
 
The predictability power of the cluster expansion model is measured by the cross-
validation score (CV) that is given by the expression:  

	  
𝐶𝑉! =     

1
𝑁!

(𝐸! −   𝐸!
(!))!

!

	  
Eq. 7 

while 𝐸!
(!) is the predicted value of the energy structure 𝜎 obtained from a least-

squares fit to only a subset of the total data points that excludes structure 𝜎 from 
the fit. In other words, for n structures, a least-squares fit is performed for n-1 
structures and then the error is calculated for n structures. This approach is used to 
determine how well this truncated set can predict the “unknown” structure; the 
error in this case would represent how well the method performs for predicting 
new structures. We will first try this approach with a simple example that can be 
solved with simple manual calculations, then we will introduce a more advanced 
and general way of solving this problem.  

A final note: While it is intuitive that a sum over clusters should be restricted, this 
need not always be true. A large number of tiny long-range interactions can 
conceivably still sum up to large terms: for example, if the lattice as a whole 
contracts or expands differently for different configurations. Truncating infinite 
sums is something that should be done only after careful testing. That said, the test 
case used for the present exercise – Ni-Al alloys – will turn out to be benign, at 
least in the range that is of interest here. 
 
 
  



The Present Tutorial 

In this tutorial, we will investigate how to parameterize, from first principles, a 
cluster expansion model for a given binary alloy. The alloy examined here is a 
two-dimensional system of Ni-Al on a square lattice. All of the methodology is the 
direct equivalent of a surface cluster expansion, for example an Al-rich layer (Al 
segregates to the surface) on top of a Ni-rich bulk alloy [2]. 

 

Contents 

Exercise 1: Getting a feel for the cluster expansion basis—calculating correlations 
by hand 

Exercise 2: Calculating correlations with CELL ��� 

Exercise 3:  Ground state search with cluster expansion for NiAl Alloy 

Exercise 4: Order-disorder transitions in NiAl Alloy (Monte Carlo simulation) 

  



1 Exercise 1: Getting a feel for the cluster expansion 
basis—calculating Correlations by hand 
Consider a one-dimensional lattice, as shown in Figure 2. The bottom left-hand 
panel shows symmetrically-distinct configurations with a periodicity of 4. (That is, 
all configurations have a unit cell of 4 atoms.)  

Task: For the clusters shown in the figure (on the right), calculate the correlations 
(Π) for each structure (that is, configuration). Represent the “blue” (gray) atom 
with the value 𝜎! =   +1 and a “white” atom with 𝜎! =   −1. Note that the “empty 
cluster” always has value 𝜎 =   +1 by definition. 

To solve this problem use Eq. 5 with 𝑁! = 4 and 𝑚! = 1. For example, for 
cluster 𝛼 = 4 and structure 3 (counting from top to bottom) we have: 

 Π! 3 = !
!
𝜎!×𝜎! + 𝜎!×𝜎! + 𝜎!×𝜎! + 𝜎!×𝜎!  

=
1
4 −1 ×1 + −1 ×1 + 1× −1 + 1× −1 = −1 

Remember that the correlations are always between −1 and +1. As you construct 
the Π matrix, remember that each column of the matrix represents a cluster and 
each row represents a structure (that is, a configuration) as shown in Fig. 2 below. 
The answers are given at the back of this tutorial. If your answers don’t agree with 
the answers in the back, ask one of the assistants (or your neighbor) for help. 

 

  



 
 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2: Left: All symmetrically-distinct binary configurations (with 
periodicity of 4) for a one-dimensional lattice. Right: Six distinct clusters to 
use in the first problem. Note that the top cluster, the so-called “empty 
cluster,” will always have value 1. Like x0 = 1 in an expansion in powers of x, 
this term of the cluster expansion is just a constant. 

 



 

(Π!,Π!,Π!,Π!) = (1, 0,−1, 0) 
Figure 3: The c(2 × 2) structure and the 𝚷   for four simple clusters: the empty 
cluster, 𝚷𝟎 (empty cluster is always 1); the on-site cluster, 𝚷𝟏 (an average 
over all sites); the nearest-neighbor pair, 𝚷𝟐; and the smallest triplet cluster, 
𝚷𝟑. 
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1.1 Correlations by hand for a two dimensional 
crystal 
For the next part of the exercise, we first consider only four structures (see Fig. 4). 
In this example, we use two hypothetical elements “white” and “blue” (gray) that 
form alloys on a two-dimensional square lattice. The energies for the structures we 
use here are completely fictional. 

Table 1. Relative energies for the structures shown in Figure 4.  

Structure	   ΔE	  (eV/atom)	  

pure blue (upper left) ���	   −0.01	  

pure white (lower right) ���	   −0.02	  

c-‐(2x2)	  (lower left)	   −0.065	  

p-‐(2x2) (upper right)	   −0.05	  

 

 
Figure 4: Four simple binary structures on a square lattice. The matrix on the 
right is the 𝚷 matrix with the 3rd row filled out with the answers we found in 
Figure 3. 

Figure 3: Four simple binary structures on a square lattice. The matrix on the right is the �̄ matrix with the 3rd row
filled out with the answers we found in figure 2.

1.2 Finding the e�ective interactions (the “J ’s”)
Conceptually, finding the J ’s in Eq. 5 is a simple linear algebra problem. For each configuration ‡ we have an
equation with a unique value of E, unique values for the �’s, and unknown coe�cients J . This system of linear
equations form a simple matrix inversion problem. Given the energies for the four structures in the example,
and having computed the �̄ matrix, we can find the J ’s by inversion:
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Task: Using the E’s given above for each structure, invert the �̄ matrix that you found and use it to find the J ’s.
You could invert the matrix by hand (but who would?!) or you can use a ready-made tool. For example, use the
built-in tool in the following link. http://www.euclideanspace.com/maths/algebra/matrix/functions/inverse/
fourD/index.htm

1.3 Predictions and refining the fit
Task: Now that you have a set of J ’s, you can use them to predict the energy of a structure that wasn’t used
in the input set. Calculate the �’s (for the same clusters as before) for the structure shown in Fig. 6. Use your
�-vector for this structure with your J ’s and compute the energy of this structure. You may want to check your
answer in the Appendix.
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Task: Following the same procedure outlined in the introduction to this tutorial, 
calculate the values of Π for each of the three remaining structures in Fig. 4. The 
c(2 × 2) structure for which we calculated the together (during the introductory 
remarks) is shown in Fig. 3. The values for Π  we computed in the example are 
shown in the figure as the third row in the Π matrix. Fill out the rest of the matrix. 
Π!  is always 1. The other three columns will be for the one-point cluster, the two-
point cluster, and three-point cluster, respectively. After you have filled out the 
matrix, double check your results with the answer shown in the Appendix. 

Note that when you calculate correlations you must average over all versions of a 
cluster that are obtained by applying the point symmetries of the pristine lattice 
plus translations. For this you first determine all 𝑚! clusters obtained by applying 
the point symmetries. For example, for the clusters in Fig. 3 these are: 

 

      
Figure 5: An illustration of all the unique orientations of a cluster containing 
two points. 

  



 

               

       

Figure 6: An illustration of all the unique orientations of a cluster containing 
three points. 

Thus, the multiplicities are, for the empty cluster 𝑚! = 1 (by definition). For the 
one, two and three point clusters of the figure above they are, respectively: 
𝑚! = 1, 𝑚! = 2 and 𝑚! = 4. 

  



To calculate the correlation for 𝛼! = 3  and structure c(2x2), consider the 
following construction: 

 

With 𝑁! = 2 (the number of atoms of the unit cell), and 𝑚! = 2, we have:  

Π =
1
2×2 −1 − 1 − 1 − 1 = −1 

  



 
1.2 Finding the effective interactions (J) 
Conceptually, finding the J values in Eq. 9 is a simple linear algebra problem. For 
each configuration σ we have an equation with a unique value of E, unique values 
for the Π, and unknown coefficients J. This system of linear equations form a 
simple matrix inversion problem. Given the energies for the four structures in the 
example, and having computed the Π  matrix, we can find the J values by 
inversion: 
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Eq. 8 

 
Task: Using the E values given above for each structure, invert the Π matrix that 
you found and use it to find the J values. You could invert the matrix by hand (but 
who would?!) or you can use a ready-made tool. For example, use the built-in tool 
in the following link.  

http://www.euclideanspace.com/maths/algebra/matrix/functions/inverse/ 
fourD/index.htm 

 

  



1.3 Predictions and refining the fit 
Task: Now that you have a set of J values, you can use them to predict the energy 
of a structure that is unknown and was not used in the input set for the fitting. 
Calculate the Π (for the same clusters as before) for the structure shown in Fig. 7. 
Use your Π-vector for this structure with your J values and compute the energy of 
this structure. You may want to check your answer in the Appendix. 

 

 
Figure 7: A new structure to use in predicting with your cluster expansion. 

 

  

Figure 6: A new structure to use in predicting with your cluster expansion.

Task: Using the E’s given above for each structure, invert the � matrix that you
found and use it to find the J ’s. You could invert the matrix by hand (but who would?!)
or you can use a ready-made tool. For example, use the built-in tool in the following
link. http://www.euclideanspace.com/maths/algebra/matrix/functions/inverse/
fourD/index.htm

1.3 Predictions and refining the fit
Task: Now that you have a set of J ’s, you can use them to predict the energy of a
structure that wasn’t used in the input set. Calculate the �’s (for the same clusters
as before) for the structure shown in Fig. 6. Use your �-vector for this structure with
your J ’s and compute the energy of this structure. You may want to check your answer
in the appendix.

2 Problem II: Using the cluster expansion code
2.1 Simple fits with UNCLE
We will now do exactly the same problem as in problem I, except that we will use
the “universal cluster expansion code” (UNCLE) [2] to do the bookkeeping, matrix
inversion, and other computations. UNCLE is a general-purpose tool to perform
cluster expansion fits, make predictions, and do many kinds of “physics” output tasks
for configurational problems. Similar codes include the Alloy Theoretic Automated
Toolkit, ATAT [3], and the CLUPAN code [4].

To run a simple fit like the one we just did by hand (problem I), you will need 4
input files for UNCLE:

12



2 Exercise 2: Using CELL for cluster expansion  
We will now use the python package for building Cluster Expansions with large 
parent ceLLs (CELL) to do exactly the same problem as in Exercise 1: generate 
the correlation matrix. CELL performs cluster expansion fits, can make 
predictions of new materials through stochastic sampling procedures for 
configurations of atoms on a lattice, and is specifically designed for performing a 
cluster expansion on large unit cells, where enumeration of all the potential 
configurations is not possible. The idea of CELL is to begin with an initial cluster 
expansion and then improve the model iteratively by adding more data obtained 
from stochastic ground-state searches. The model is constructed for a parent cell, 
which is defined by the file lat.in. If the parent cell is already large, ground-state 
searches can be performed based on the lat.in file. Otherwise, supercells (defined 
by the lat.in.met file), which are just periodic repetitions of the parent lattice, can 
also be used.  

Similar codes are the Universal Cluster Expansion Code (UNCLE)[3], Alloy 
Theoretic Automated Toolkit (ATAT)[4], and CLUPAN [5]. 

To get started with a cluster expansion using CELL, only 1 file is needed: 

1.   lat.in defines the underlying lattice of all the configurations (i.e., the parent 
lattice). In the lat.in, you should find the lattice vectors (a, b, c) given in X, Y, 
Z as the first three lines. The next three lines is the identity matrix, followed 
by the atomic coordinates given in fractional coordinates of the parent lattice 
vectors (i.e., first three lines). 

However, in order to create a cluster expansion, the following two files are needed 
in the subdirectories corresponding to each configurations:  

2. str.out lists the input structures of the configurations in the subdirectories. In 
CELL the str.out files can be automatically created, then the energies can be 
calculated by an ab-initio code and stored in the energy file. Each subdirectory 
contains a distinct configuration that will form the rows of the Π matrix, e.g., 
in Exercise 1). 

3. energy contains the ab-initio calculated energies should be included for each 
of the configurations in the subdirectories to be used in the fitting procedure.  

To build a cluster expansion, the information is extracted from the above files. The 
files below are the outputs generated from CELL while building the cluster 
expansion and will be referred to throughout this tutorial. 

 



4. allenergy.out contains all of the energies contained in the subdirectories. 
CELL collects all of the energies to form 𝐸!, which are the values that we aim 
to reproduce with the cluster expansion model. 

5. clusters.out contains the symmetrically distinct clusters (α) to be used in the 
expansion. 

A file defining the lattice supercell can be defined in the working directory to 
perform the sampling for the atom sites defined in the supercell instead of in the 
lat.in file. 

6. lat.in.met defines the supercell lattice of all the configurations. These files 
have a similar form as the lat.in file: first three lines are the lattice vectors (a, 
b, c) given in X, Y, Z; the next three lines are the supercell lattice vectors, 
followed by the atomic coordinates given in fractional coordinates of the 
parent lattice vectors (i.e., first three lines). 

 
This tutorial will first go through all the same steps you just did by hand in 
Exercise 1. To do so, please find directory $Handon/tutorial_7/Exercise _2. There 
should be 4 subdirectories that contain two files: str.out and energy. Stay in this 
working directory to run these commands.  

Task: We will use CELL to perform the cluster expansion fit. As discussed in the 
last section, to make a cluster expansion one needs a list of structures and their 
corresponding formation enthalpies or total energies. The subdirectories contain 
(in the “str.out” and the “energy” files) both of these, but we need to collect these 
values so CELL can use them. 

The first routine we’ll run is to collect all of the energies from the subdirectories 
into the main directory:  

$ cell write_ab_initio 1 

Here “1” collects the energies as listed in the energy file, which are the values in 
Table 1 and will work for now. However, other units of the energies can be written 
such as energies/atom [option 2]. 

After running the python script, find the file “allenergy.out” in the current working 
directory, which contains all of the energies collected from the subdirectories in 
sequential order. 

We can now choose the set of clusters that we would like to use to construct our 
cluster expansion model. In the current working directory, the “clusters.out” file 



has already been generated for this problem.  

To print a summary of the generated clusters, type the command: 

$ getclus 

The output will look like this (which is the same information in clusters.out): 

0 0.0 1 

1 0.0 1 

2 1.0 2 

3 1.41421356237 4 

 
The first column is the complexity of the cluster, indicated by the number of 
points in the cluster. The second column is the cluster radius and the last column is 
the  multiplicity of the cluster. 

 
Finally, we are ready to calculate the correlation matrix. To do so, run:  
 

$ cell gen_correlations 

 
The output from this command is written to “allcorr.out”. This correlations matrix 
should match the one previously performed by hand in Exercise 1.  
  



 

Exercise 3: Ni-Al on a square lattice 

We can now perform a cluster expansion using energies computed using DFT. 
You may recall from the previous lectures that DFT typically scales at N3 – N4 
(depending on which functional is chosen). However, the real strength of cluster 
expansion is that we can build a simple model for the energy as a function of 
configuration and predict the energy of the structure without performing the 
actually N3 – N4 calculation (except for verification), The predictive power of this 
simple model can reach the accuracy of the DFT calculations. 

We begin by treating Ni-Al on a square lattice, as a free-standing thin film. While 
this example is still somewhat artificial (hard to build an airplane out of free-
standing Ni-Al thin film superalloys), it suffices to demonstrate many simple 
principles that will benefit us in three dimensions. This example is, however, a 
little more useful than that. In Ni-Al alloys, Al tends to segregate to the outermost 
plane of the crystal. A surface cluster expansion of an Al- rich surface plane on a 
Ni-rich alloy underneath would follow the exact same formalism, and in fact, such 
behavior has been observed [1]. 

Typically, one would use FHI-aims, exciting, VASP, Quantum Espresso, or some 
other first-principles code, to calculate the energies necessary to go through the 
exercise of calculating the formation enthalpies, which would be instructive task, 
but outside of the scope of this tutorial. Instead, the energies were already 
computed with FHI-aims for the configurations of Exercise 3.  

 

  



 
3.1 Cluster expansion 

Goals: 
Generate a cluster expansion for the first five structures of NiAl 2-D lattice 
Determine the error associated with this fit 
 

Move to directory $Handson/tutorial_7/exercise_3-1. In this directory, you should 
find five folders that contain the str.out file for the same structures used in the 
previous example plus one more for the 2D Ni-Al system and the associated 
energies that should match the Table 2 below.  

Table 2. Structures and corresponding total energies and DHDFT  (enthalpy of 
mixing) for this exercise.  

Directory	   Structure	   Total	  energy	  
(eV)	   ΔHDFT	  (eV/atom)	  

1	   Al	   -‐6588.301546	   0.0	  
2	   Ni	   -‐41495.7023	   0.0	  
3	   c-‐(2x2)-‐NiAl	   -‐48085.60928	   -‐0.80	  
4	   c-‐(3x3)-‐NiAl2	   -‐54673.91103	   -‐0.54	  
5	   p-‐(2x2)-‐Ni3Al	   -‐131076.9464	   -‐0.38	  

 

We can use the total energies from Table 2 to create the same simple cluster 
expansion just as in Exercise 2 and explore the results. 

Task: Generate the cluster expansion using five structures of Fig. 8. We will first 
need to collect all of the energies from the subdirectory into the main directory:  

$ cell write_ab_initio 2 

Here, command “2” specifies again the units. We are running this cluster 
expansion with eV/atoms, so “2” takes the energies included in the subdirectories 
and divides by total number of atoms. The values are again collected in 
“allenergy.out”. You can find more information about the options for the routine 
“write_ab_initio” by running the command: $ cell write_ab_initio help 



The clusters can be generated by running the command: 

$ cell gen_clusters 1.5 3 

Where 1.5 is the cluster size (in the same units of the lattice vector) and 3 is the 
maximum complexity of the cluster (i.e., a three-point cluster like shown in Figure 
6), and all of the clusters of lower complexity are also created (i.e., with two-point, 
one-point and the empty cluster), which all form the set of clusters (𝛼). Each 
cluster represents a column	   of the matrix Π. The given set of clusters can be 
adjusted depending on the system and the degree of accuracy needed for the 
model. The clusters.out output should look like this: 

Output: 
 
1        # Number of symmetric clusters 
0.0000        # Radius of cluster 
0        # Number of points 
 
1        # Number of symmetric clusters 
0.0000       # Radius of cluster 
1       # Number of cluster points 
1.00 1.00 0.00  # Position of cluster points in 

fractional coordinates  
 
2       # Number of symmetric clusters 
1.0000       # Radius  
2       # Points 
1.00 1.00 0.00      # Position  
0.00 1.00 0.00  
 
2       # Number of symmetric clusters 
1.41421356237     # Radius  
2       # Points 
1.00 1.00 0.00      # Position  
0.00 0.00 0.00 
 
4       # Number of symmetric clusters 
1.41421356237     # Radius 
3       # Points 
1.0 1.0 0.0       # Position 
1.0 0.0 0.0 
0.0 0.0 0.0 
  



Discussion: Inspect the clusters.out file for the types of symmetrically unique 
clusters generated. How many clusters are there?	   How	   does	   this	   increase	   with	  
complexity	  vs.	  size?	  Adjust the numbers if desired, but run cell gen_clusters 1.5 3 
before proceeding to the next step. Can you calculate which clusters are at or 
below the distance of 1.5×lattice vector used here? 
 
 
The correlation matrix can be generated using the command: 

$ cell gen_correlations 

The final step in building the cluster expansion model is to generate the J values 
using the command: 

$ cell gen_eci 1 

The J values are written to screen, which are the interactions for the clusters 
corresponding to the clusters generated in the previous step. Option “1” also writes 
this information to the energy.eci file. 

Discussion: What interaction values (J values) do you get for each interaction 
type? What are the units of these J values? Which clusters beyond the empty and 
one-point clusters are the most important? Using which equation was this fit 
generated? 

To check the mean-squared error (Eq. 6), a measure of the fit for our model, then 
type the command: 

$ cell mse f 

Option “f” write no files. If option is “t”, the computed and the predicted energy 
will be stored in the file stored_energies.log.  

The mean squared error is printed at the end of the output. The first couple of lines 
of the output should look like: 

Output: 

0.000000  -6588.301546  -6588.30154601  8.70e-09  1 

1.000000  -41495.7023   -41495.7023   2.18e-11  2 

  



Note that there are fives values because the number of structures considered in the 
current directory are five. The first column is the concentration of Ni for the given 
structures.  For the first line, there is 0% Ni, indicating that instead 100% Al. The 
2nd column is the DFT computed energy and the 3rd column is the predicted energy 
using the cluster expansion model. The 4th column is the error between the cluster 
expansion fit and the actual DFT calculation. The 5th column is the folder number 
of the structures. 

We now have every component of the cluster expansion and so now we can begin 
making predictions for new structures. 

 
 
3.2 Cluster expansion: Ground-state search 

Goal: 
Using the cluster expansion generated in the previous step, predict the energies of 
new additional structures. Then use this cluster expansion for a 9-atom 3X3 
supercell to sample the configuration space and search for ground-state structures. 
 

Make sure you are in the correct directory before continuing: $Handson/tutorial_7/	  
exercise_3-1 

Task: Perform a ground-state search with the cluster expansion model built in the 
previous step using a 9-atom supercell defined by the lat.in.met file in the 
directory (you do not need to change anything in your directory).  

We will run CELL to do a ground-state search using a stochastic method, in this 
case, the Metropolis algorithm [6]. The additional structures found in this step will 
also serve to improve the cluster expansion once their ab-initio energies are 
calculated. Note the number of energy files included in the subdirectories should 
be the same in “allenergy.out”. 

The Metropolis algorithm has a long history of being applied to spin-Ising models. 
The Metropolis algorithm is a modified Monte Carlo scheme that can be used to 
sample configuration space by randomly generating a new structure by some 
stochastic step from a given structure. The energy of every new generated 
structure is calculated by the cluster expansion model. In this tutorial, the 
stochastic step is the exchange of the atomic positions of one Ni atom with one Al 
atom (both are randomly chosen). If the energy is lower, then a new structure is 
found (the move is accepted); if the energy is higher than the existing structure, 
the new configuration is accepted with the probability exp(−ΔE/kT), where T is 
temperature and k is the Boltzmann constant. Therefore, performing samplings at 



higher temperatures accept new higher-energy configurations	   more likely than 
sampling at low temperature.  

To perform a sampling procedure using the Metropolis algorithm, run the 
command: 

$ cell gs_search 5000 500 2,7 t 

The temperature at which this sampling is preformed is 5000K and the number of 
stochastic steps performed after a new lowest-non-degenerate structure is found is 
a maximum of 500 attempts. If within these 500 steps, a new structure is accepted, 
the counter of steps resets to 0. Thus, this parameter guarantees that no new 
lowest-energy structure is found after 500 sampling steps. We are performing the 
metropolis sampling for the concentrations corresponding 2-7 Al substitutional 
atoms. The metropolis algorithm will only take a minute or so to run. The output 
of the metropolis algorithm will print to screen. If lower energy structures are 
found, then it will be written to a new directory in sequential order, which is 
indicated on the screen.  
 
After the sampling procedure new folders from 6 to 11 are created. 
 
Discussion: Examine which structures were created in the subdirectories. What 
are the concentrations of the new structures?  Are any new structures shown in 
Fig. 8?  

 

3.3 Examining the results: MSE vs. CV 

Goal: 
Using the new structures identified after sampling configuration space in previous 
step, we can also extend our cluster expansion model. With this extended model, 
we can search for new ground-states or/and verify  
 

Move to the directory $Handon/tutorial_7/exercise_3-2. Note that the structures in 
folders 6 to 11 that were generated in the previous ground-state search are already 
provided in this directory and their corresponding ab-initio energies are in the 
energy file in each folder. 

 

 



Task: Use the cluster expansion generated in the previous step to predict the 
energies of some additional structures provided, and incorporate these new data 
into the model fit. 

The new directories contain new energies already computed corresponding to 
6,7,8,9,10,11 in Fig. 8. Collect the energies again using: 

$ cell write_ab_initio 2 

Now determine the mean-squared error: 

$ cell mse t  

Plot the results using the command: 

$ cell plot_gs_search  

plot.pdf will be written to the current directory and a window of the plot will also 
open. Take a look and see how well the DFT energies (open gray circles) compare 
with the model predicted energies (smaller, closed gray circles). The difference 
between the values will indicate the degree of error in the model (mean-squares 
error, MSE), which is printed at the bottom.  

Discussion: Did the MSE increase or decrease with these additional data? Why? 
Look at the energy difference between ab-initio energies and predicted energies 
(errors) for the structures added to the directory after the model construction. . 
How do the predicted energies of these new structures compare with the DFT 
computed energies. Which structures are the errors the largest and why? Which 
one of Eq. 7 or 8 gives you information about how good the predicted energies are 
expected to be for structures used to the construct the cluster expansion or for 
structured not used to build the model. 

  



 

 

Figure 8: All possible binary configurations for unit cells of 4 atoms/cell or 
less. 

 
 

 

 

  



3.4 Extending the expansion: least-squares fit vs. compressed 
sensing 

Goal: 
Incorporate the six additional structures and DFT energies to improve the cluster 
expansion model using the least-squares fit.  
 

As mentioned in the last section, to make a cluster expansion one needs a list of 
structures and their corresponding formation enthalpies or total energies. With this 
information in hand, the cluster correlations for these structures can be calculated, 
and following the concept of Sec. 1.2, the resulting linear algebra problem can be 
solved to generate a set of coefficients for the clusters in the model (i.e., J values). 
With these effective interactions in hand, the energy of any configuration can be 
calculated quickly and allows for the efficient calculation for millions of new 
configurations. 

So far, we have looked into the difference between the MSE for a fit generated 
with 5 DFT energies and how that performed for predicting the energies of the 
additional structures found (6-11). Hopefully, it was clear that the errors were 
larger for structures 6-11, because they were not included in the cluster expansion 
model fit. Now we would like to incorporate these additional data into our cluster 
expansion model.  

Task: In the directory exercise_3-2, we first will expand the set of clusters used in 
the expansion to incorporate the information from the new structures. Now run the 
command used above to generate new clusters of a distance up to 2*lattice vector 
and up to 4-point clusters. Then, use the separate command to generate a new 
correlations matrix to include this new information in the expansion (Please see 
above if you have forgotten which ones to use).  
 
Discussion: What are the dimensions (rows and columns) of the correlation matrix 
now? How does this value correspond to the number of structures in the directory. 
 
Before proceeding, make sure the $ getclus command lists 11 clusters, which 
should match the value obtained by running $ wc –l allcorr.out. 
 
 
  



Now we are ready to optimize the coefficients of the clusters (J values). To do 
this, we will perform a least-squares fit: 

$ cell optimize_clusters 1e-8 l2 
Note: this is an lowercase “L” not “1”  

 
The input parameters used in this command will not be discussed; however, the 
output will be printed to screen: 

Output: 

Index    CV-LOO      CV-5%     CV-10%     CV-15%    MSE     Npts_max    Rcl_max    Nr of clusters  

So far we have discussed minimizing the MSE; however here, we would lie to 
choose the set of clusters that gives a minimum in the cross-validation because we 
care most about a model that performs well in terms of predictability.  

Here, several cross-validation scores are computed based on the percentage of the 
subset excluded. The row that has the lowest cross-validation score (should be 
index 3) has 3 clusters total.  

This route of minimizing the least-squares fit is a direct approach, where a set of 
clusters are chosen based on the radius and complexity (or number of points, 
indicated by “Npts_max”,  “Rcl_max”,  and “Nr of clusters”), the energies are 
collected and then the set of linear equations are solved. Depending on the 
resulting error, a set of clusters can be chosen (the radii maximum and minimum 
can be adjusted; the number of points can also be adjusted). The set of clusters can 
be adjusted in a trial-and-error fashion until a suitable cross-validation and mean-
squared error are found.  

This fitting approach represents an over-determined problem. That is, the number 
of input structures is larger than the number of clusters used in the fitting. (In other 
words, the Π matrix has more rows than columns.) The fitting is then done by a  
minimization of the root-mean-squared error via singular value decomposition or 
similar techniques. While this generally leads to reliable predictions, a drawback 
of such an approach (and it is a significant drawback) is that the number of 
clusters used in the fitting must be only a fraction of the number of input structures 
calculated by DFT. This is a common challenge in many fitting problems, not just 
the cluster expansion method. The shortcoming is obvious: only a few clusters can 
be included, but it is difficult to know which clusters to use because there are so 
many clusters, even of short range, that could be included. In Figure 8, the number 
of possible clusters for an fcc system is shown. It’s clear that there are many 
possible choices of distinct clusters, and this approach will most likely not succeed 
in finding the best ones.  



 

 

Figure 9: Histogram of the number of fcc clusters versus cluster size (pairs, 
triplets, 4-bodies, 5-bodies). x-axis shows the cluster size in fractions of the fcc 
lattice parameter. y-axis indicates the number of interactions for a given 
distance. The message is clear—for cluster radius of about one lattice 
parameter the number of clusters in the pool is more than 10000. 
 

Several approaches have been used to sample the large number of possible clusters 
for the model construction, such as genetic algorithms, which were state-of-the- 
art methods employed before 2013; however searching the combinatorial cluster 
space is very time-consuming (maybe requiring millions or billions of cpu hours) 
and the latter requires hand-tuning of the parameters (mutation rate, gene length, 
population size, etc.) and may still run for days or even a week. 

An alternative approach to solving this problem was using an elegant 
mathematical solution for solving for the simplest basis (here, simplest means the 
lowest number of clusters and corresponding J values). This fitting approach is 
called compressed sensing [7], which originated in the image compression 
literature, but is used here to solve an under-determined problem where the 
number of clusters to build our model is far greater than the number of input 
structures.  
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Figure 9: Histogram of the number of fcc clusters versus cluster size (pairs, triplets, 4-bodies, 5-bodies). x-axis shows
the cluster size in fractions of the fcc lattice parameter. y-axis indicates the number of interactions for a given
distance. The message is clear—for cluster radius of about one lattice parameter the number of clusters in the
pool is more than 10000.

There will be two new files: training_set_structures.dat and
training_set_crosscorrelation.dat. The first is just a list of uncorrelated structures. And the second is a
cross-correlation matrix (�̄T�̄) that shows the correlation of each structure with the others. If you want to take
a look at it, plot it with plot_crossCorr.py. Ideally, all entries in the matrix will be close to zero.

4.3 Make a fit with Bayesian Compressive Sensing
Modern day cluster expansions typically use several hundred structures in the training and validation sets. In
today’s tutorial, we don’t have time to calculate formation enthalpies for several hundred structures (with a
good computing cluster and e�cient scripts, you can do this in a couple of days). You calculated the formation
enthalpy of one structure in a previous task, in Sec. 3. We’ve pre-calculated hundreds more for you and the
formation enthalpies and structures are in the file structures.in.AgPd. These data were generated by the same
procedure you used in Sec. 3 to calculate the formation enthalpy by hand. You will use these data to make a
cluster expansion model via Bayesian compressing sensing.

The input files that you need are in the prepared_input/problem_IV directory: CS.in.AgPd, structures.in.AgPd,
and lat.in.AgPd. (You should have the lat.in file already though.) Remove the .AgPd extension from each
file. In the lat.in file, note the number of clusters that will be used at each order (pairs, triplets, etc.); it’s at the
bottom of the file. This number of clusters is far more than the number of DFT-computed formation enthalpies
in the structures.in file. (See Fig. 9.) So our fit is underdetermined—more fitting parameters than training
points. Underdetermined problems that are sparse, meaning that the number of actual non-zero parameters is
relatively small, are easily solved by compressive sensing. (This is a contemporary topic that everyone should
know a little bit about. An easy reference is the one by Candés, Ref [7])

Task: Use UNCLE mode 15 to use Bayesian Compressive Sensing (BCS) to fit to the large dataset in
structures.in.AgPd (don’t forget to remove the extension .AgPd from the input file).

UNCLE first calculates the correlations (�’s) for each structure and then constructs a fit for 10 di�erent
random fitting and validation sets. The most useful output file created is resultsSummary.out. It shows the
fitting and validation error for each of the 10 fits. It also shows the number of terms used in each fit. You can
look at the file directly or plot it using plot_resultsSummary.py. For this case, you should see that the fitting
(and prediction) errors were around 1.5 (2.8) meV/atom in general. Note we fit using 10 di�erent sets of 100
structures (using the remaining ≥600 structures as validation). If you change the number of inputs from 100 to
200 at the bottom of the CS.in, you will find that the fit and predictions improve slightly.

The J ’s that were selected by BCS are stored in the J.1.out file. It is di�cult to look inside this file and
get a feel for the fit. You can plot the cluster values (versus radius) by using the plot_Js.py script. (The
plot maintains the same scale for each order of interaction so they can be directly compared. As a result, the
higher-body terms are pretty small on the plot.)

15



 

3.4 Cluster expansion fit with compressed sensing 

Goal: 
Incorporate the six additional structures and DFT energies to improve the cluster 
expansion model.  
Using compressed sensing to choose a new set of clusters.  
Compare results with those obtained using a least-squares fit. 
 

Task: It will be demonstrated later how well it works for real systems, but for now 
let’s get a handle on how to use it. To perform a cluster expansion using 
compressed sensing for this problem, we will use all of the information currently 
in the Exercise_3-2 directory, but now only perform a separate fit using 
compressed sensing.  

To do this, run the command: 

$ cell optimize_clusters_cs  3e-4 1e-5 1e-5 

This command runs the least absolute shrinkage and selection operator (LASSO) 
routine from scikit-learn in python. The values used here are several trials for the 
so-called sparseness parameter. A sparse solution here means that the number of 
actual non-zero J values is relatively small. LASSO uses the moduli of the J values 
as a way of penalizing the mean-squared error fit. This is an iterative procedure, 
looping over a series of sparseness parameters, which are all printed to screen. 

The output from running the LASSO is written to screen and to “info_opt.out”. 
Note that the number of clusters that could have been chosen from is far more than 
the number of DFT-computed energies in the directory. So our fit is 
underdetermined—more fitting parameters than training points (En). 
Underdetermined problems that are sparse are easily solved by compressed 
sensing. (This is a contemporary topic that everyone should know a little bit about. 
An easy reference is the one by Candés et al. [8]). 

The routine will print to screen and should have the format: 

Output: 
1 0.0003      0.0173       0.0189      0.1959      0.0201     0.002     9 

The first value “0.0003” is the starting sparseness parameter size, which is given 
by the first term in the command line.  



The next three values:  “0.0173       0.0189      0.1959      0.0201” correspond to the 
cross-validation scores for leaving one, 5%, 10% and 15% out, just like the 
example above.  

The next value of “0.002” is the mean-squared error in the fit (MSE in Eq. 6). The 
last value “9”, in this example, is the number of clusters included in the model fit. 
This output is also stored in the file: “info_opt.out” 

You can see immediately, that more terms are included in this model and a slightly 
better cross-validation is obtained. You can plot the optimization of the clusters 
based on the parameters inputted into LASSO by running this plotting routine: 

$ cell plot_optimization  

In the generated plot, the x axis corresponds to the sparseness. With reducing 
sparseness, the mean-squared error decreases, however, the cross-validation does 
not follow the same behavior. The cross-validation at first decreases with the 
reduction of the sparseness, but then starts to increase below the sparseness 5e-4. 
The optimal sparseness value of 5e-5, indicated with the lowest CV, is obtained by 
a cluster expansion model with 9 clusters. Including additional clusters would lead 
to overfitting for cluster expansion model to the known data, which then decreases 
the predictability of the model.  

Now we will select the minimum of the cross-validation curve:  

$ cell extract_eci 26 

This routine will extract the “best interactions” for the “best set of clusters”, which 
in this case is the 26th index because that gave the lowest CV. The interactions are 
written to the “energy.eci” file. The lines of this files correspond to the J values in 
units of energy.  

Discussion: Of the 9 selected, how many clusters could have been used in this 
model fit? 

  



 

3.5 Ground-state search with model built from compressed 
sensing 

Goal: 
Perform a new ground-state search using the cluster expansion model generated on 
the previous step.  
 
Task: With a cluster expansion model in hand and the cross-validation tested, we 
can now perform a ground-state search again, using this new model. 

To perform the ground-state search using again the metropolis algorithm, run:  

$ cell gs_search 5000 500 2,14 t 

The results are again written to screen and stored in metropolis.log.  

To plot the results of the ground-state search, run: 

$ cell mse t 

$ cell plot_gs_search 

Discussion: Were any new structures generated from the sampling? If so, then 
what are the differences between the new structures and those that were originally 
included in the fit? 

 
Now move to the $HandsOn/tutorial_7/exercise_3-3 folder containing both the ab-
initio data and structures for the folders 12 to 24 generated in the last ground-state 
search. 
 
Task: Now we will generate the plot of the ground-state search agains, showing 
the Metropolis sampling, plus the predictions and ab-initio data. To this end, 
execute the commands to 1) write the ab-initio data and then 2) check the MSE. 
Both of the commands have been used throughout this tutorial, so please refer to 
the text above if you have forgotten how to perform these tasks.  
 
Here, note that the MSE for the new ab-initio data is similar to the CV obtained in 
the cluster optimization of exercise_3-2. This means that the previously obtained 
CV was a good estimate of the predictive power of the cluster expansion.  
 



4 Order-disorder transitions using Monte Carlo  
Goal: 
Use the Metropolis Monte-Carlo method to identify the ordered to disordered 
transition temperature for Ni-Al. 
 

We will now explore the substitutional ordering at the concentration 0.5. As you 
may have noted already, the ground state structure has a well ordered 
checkerboard pattern. However, when the structure is heated up, this ordered 
pattern disappears and the structure gets disordered. The transition from the 
ordered to the disordered phases are fairly common in alloy systems. Now we will 
explore this transition for the two dimensional Ni-Al alloy, which occurs at a very 
specific transition temperature Tc. To identify this transition temperature it, we 
will calculate the specific heat 𝐶!, which shows a maximum at Tc. The 𝐶! is given 
by: 

𝐶! =   
𝐸! ! −    𝐸 !

!   
𝑇!  

The finite temperature averages will be calculated through a Metropolis-Monte 
Carlo simulation at finite temperatures. As this simulation is computationally 
demanding, we will use a simplified cluster expansion with only the first three 
clusters. These clusters correspond to the main interactions in the system, so the 
main characteristics of the transition are preserved in this simplified model.  

Move to the $HandsOn/tutorial_7/exercise_4 folder. There you will find the files 
lat.in, a file lat.in.met with a 10x10 supercell to perform the Monte Carlo 
simulation, and the clusters.out and energy.eci files with the three most relevant 
interactions. (It is indicated that CELL uses a fast version for the calculation of the 
predicted energies.)  

To run the sampling, execute: 

$cell specific_heat_mc 200000 9000 3000 10 50 

The number 200000 indicates the number of MC steps performed for every 
temperature, 10 temperature points will be sampled from a temperature of 9000K 
down to 3000K, for 50 substitutional Ni atoms (remember that there are 100 atoms 
in the 10x10 simulation supercell). Faster (but less converged) results can be 
obtained lowering the number of MC steps. Once the simulation is finished, plot 
the 𝐶! with the command: 

$cell plot_specific_heat 



A screen with the plot will open in the screen and a pdf file will be generated. In 
this plot, identify the temperature where the maximum of 𝐶! occurs. This is the 
transition temperature Tc.  

Finally we can generate a movie of how the systems transitions from a disordered 
state to the ordered checkerboard pattern with the command: 

$cell mc_movie 3000 3000 5000 50 

For a fixed initial and final temperatures of 3000K and 3000K (you can change 
these values to experiment), 5000 MC steps and 50 substitutional atoms. 
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R
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5.4 Answers to Problem 1.1-1.3
1.0 1.0 1.0 1.0
1.0 0.5 0.0 -0.5
1.0 0.0 -1.0 0.0
1.0 -1.0 1.0 -1.0

�≠1 =
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0.250 0.000 -0.500 0.250
0.500 -1.000 0.500 0.000

J = {≠0.04, ≠0.0075, 0.025, 0.0125}

�
p(3◊1) = {1, ≠1/3, 1/3, ≠1/3}

�
p(3◊1) ◊ J = ≠0.0333 eV/atom

Crystallographic data
Experimental lattice parameters and nearest neighbor distances in simple
structures:
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